The all Silicon Strip CMS Tracker: micro technology at the macro scale



Abstract


The CMS Silicon Strip Tracker is the largest device of its kind ever built, and is the first instance of a large collider detector relying exclusively on this all silicon technology for tracking. With an instrumented surface of over 200m2, and over 9 million read-out channels, it is two orders of magnitude larger than the silicon vertex detectors of the LEP experiments, and 30 to 40 times larger than the Silicon Inner Detectors of the CDF and D0 experiments at the Tevatron. It makes use of microelectronics technology, but deploys it at the macro scale.

The photograph below shows the completed CMS Silicon Tracker, ready for installation in the Experiment, side by side with the Silicon Strip Vertex detector of the OPAL experiment at LEP. Approximately a decade and more than two orders of magnitude in scale separate these two Silicon Strip detectors.





The CMS Silicon Strip Tracker ready for insertion in CMS, standing next to the OPAL Silicon Strip Vertex detector.




In the following we motivate the choice of an all Silicon Tracker for the CMS Experiment, and discuss the reasons behind the major design choices that define the system.



Introduction and Overview



In keeping with the spirit of this book, this is not a technical overview of the CMS Tracker, nor a detailed discussion of its expected performance. These can be found in Ref. [1, 2, 3, 9]. Rather, this Chapter is a narrative discussion of the primary considerations that drove the underlying design choices that define the CMS Tracker, and of some of the factors that proved crucial to its success. The Electronics and Optical link systems, key aspects of the CMS Tracker, are described in other Chapters of this book and therefore not discussed here.

The design of the CMS experiment reflects a shift away from an earlier skepticism regarding the potential for useful tracking at hadron colliders, in particular at very high energy and luminosity, and towards the recognition of the fundamental importance of precision tracking in a high magnetic field for an all purpose discovery experiment. The CMS Tracker is designed to provide a powerful tool for the identification and precise measurement of isolated leptons, photons, and jets over a large energy range, in conjunction with the CMS experiments 4T solenoid magnet, and its calorimeter and Muon systems. This was one of the key choices that made CMS what it is, namely a Compact Muon Solenoid detector for the LHC. In addition, the inner Pixel layers of the CMS Tracker, described elsewhere in this book, allow for efficient identification of b jets over a large energy range.

Figure 1 shows one the possible flagship physics channels at the LHC, the decay of a Higgs boson into a pair of Z bosons, one of which then decays into a pair of electrons, shown in green, and the other into a pair of muons, shown in red. The same event is also shown, with the expected pile up of about 20 interactions in a bunch crossing at the design luminosity of 1034cm-2s-1. It is evident that robust pattern recognition is essential for reliable tracking.




Figure 1. The decay of a Higgs boson into a pair of Z bosons, one of which then decays into a pair of electrons, shown in green, and the other into a pair of muons, shown in red. The same event is also shown, with the expected pile up of about 20 interactions in a bunch crossing at the design luminosity of 1034cm-2s-1


In the early days of thinking of the design for LHC Trackers, the prejudice remained that the outer tracking region would be used for pattern recognition, with the reconstructed tracks then being extrapolated and correlated with the corresponding hits in the inner region of the Tracker for vertex reconstruction. In view of the difficult environment of the LHC, with some 20 ~ 25 minimum bias events superimposed in each bunch crossing at the design luminosity of 1034cm-2s-1, it was assumed that individual hits would inevitably be confused by overlapping tracks, and that robust pattern recognition would require a large number of measurements along track trajectories in the outer tracking region.

In contrast to this, the choice taken for the CMS Tracker was to rely on the use of a relatively small number of sensor layers, each able to provide robust and high resolution measurements, thanks to a fine pitch and low cell occupancy, from the inner-most region dedicated to vertex reconstruction, to the entire tracking volume [4]. These requirements could be met by a set of inner pixel layers, complemented by an all micro-strip Tracker. This was a courageous choice at the time, but one that can now be seen as far-sighted.

For the innermost vertex layers, pixel systems were proposed for the region below about 20cm in radius, due essentially to their ability to provide full three-dimensional track and vertex determination. However, due to the considerable challenges and uncertainties faced by instrumenting this very difficult region with an ambitious technology still in its infancy, the inner Pixel layers were initially given a lower priority for the Tracker project. As discussed in the corresponding Chapter of this book, these challenges were in fact surmounted, and a three-layer Pixel system now sits at the heart of the CMS Tracker.

At that time, in the early 1990’s, there were two micro-strip technologies with the potential to match to the performance requirements of the LHC environment, and with the potential for large-scale deployment. These were the Silicon Strip sensors and Micro Strip Gas Chambers (MSGC).

Even so, the choice of sensors technology for the region between about 20cm and 60cm in radius was fraught with uncertainty at the time. Whereas silicon sensors constituted the best-understood technology at the time, these had yet to be shown to function adequately in the very high radiation environment close to the interaction vertex, and a vigorous program of R&D was underway to establish their viability and optimize their design. At the same time as different design options for silicon sensors were being investigated, more exotic semiconductor materials for sensors fabrication were also being pursued within the larger community, such as Diamond and Gallium Arsenide.

In order to maintain the overall number of channels at a manageable level, a few planes of strips sensors were envisaged, at radial intervals of approximately 10cm. A strip pitch of order 100um and a length of order 10cm were sufficient to provide both adequate resolution in the bend plane, and sufficiently low cell occupancy for robust measurements. Stereo layers were proposed to provide additional information in the r-z plane. This alone implied the need for deploying silicon strip detectors for tracking at a scale at least more than an order of magnitude larger than what had previously been achieved.

Although the rapid fall-off in charge track density and radiation exposure eased the requirements for the surrounding region of the Tracker, from about 60cm up to the outer radius of approximately 110cm, the sheer scale required provide a formidable challenge. In the early 1990’s, when these ideas were taking shape, using silicon strip sensors for the entire tracking volume appeared out of reach: an all Silicon Strip Tracker would have required some two orders of magnitude more silicon sensors than any previous experiment had deployed at that time, and this raised obvious questions of production capacity and cost.

At that time, the alternative technology of choice for the outermost region of the CMS Tracker was that of Micro-Strip Gas-Chambers (MSGC), an innovative and promising new technique for gaseous detectors with a resolution and granularity similar to that achievable with silicon strip sensors. Interest in the MSGCs was primarily driven by cost considerations. Even though the technology was in its infancy, it was thought that the production process at large scale would prove to be simpler, and thus less expensive than the production of Silicon strip sensors.

By the second half of the 1990’s proof of principle of the performance potential of the chosen technologies had been established and, by 1998 these considerations led to a Technical Design Report for the CMS Tracker [1] with three inner silicon Pixel layers, four inner silicon strip layers and six outer MSGC layers covering the central region up to  ~ 1, with end-cap discs extending the coverage to  < 2.5

However, the step from successful proof of principle to the complete engineering of the two systems, and the viable production and deployment of both of these technologies on an unprecedented scale remained a formidable challenge. By the end of 1999, all the elements had been put in place to establish the feasibility of an all silicon strip Tracker, and it was realized that, moving from two technologies to a single one was a unique opportunity to concentrate all available effort onto a reduced set of problems. It was on these grounds, that the decision was taken to re-baseline the CMS Tracker project as an all silicon strip Tracker, the first of its kind [2].

In the following, we discuss how the performance requirements drove the basic design and layout of the CMS all silicon strip Tracker, and then review some of the key design features of the silicon strip sensors and Modules, which are used throughout the Tracker, and motivate the choices made. We then summarize and comment the salient features of the expected performance of the CMS Tracker, before concluding with a few remarks on some of the lessons learned during this project.



The Performance Requirements and Layout of the CMS Silicon Tracker



Much of the physics of interest at the LHC decays into, or is otherwise evidenced by Intermediate Vector Bosons and their subsequent decays into high Pt isolated electrons or muons. It is therefore natural to require an experimental resolution on the mass of Z bosons decaying into electron or muon pairs, comparable to or smaller than the natural width of the Z. Such a resolution is also well matched to the discovery of new narrow resonances decaying directly into lepton pairs, such as the SUSY Higgs, over a large range of SUSY parameters. In addition, it allows for good electron and muon charge discrimination up to Pt of ~ 2TeV, corresponding to the approximately 4TeV limit of discovery, for example of a new heavy Z’ boson.

Whereas, for Pt larger than about 15GeV the Electromagnetic Calorimeter provides the primary precision measurement of the electron energy, CMS relies on the Tracker for high precision muon momentum measurements over the full accessible range of Pt. A primary requirement for the CMS Tracker was therefore the efficient identification of isolated high Pt leptons, and the momentum reconstruction of isolated muons with an indicative precision of pt/pt ~ 1% at 100GeV Pt and 10% at 1 TeV Pt [4].

The very large 4T solenoid magnet at the heart of the CMS experiment is largely motivated by this requirement. To set the scale, the transverse momentum kick given to a charged track traversing a magnetic field is approximately 300MeV/m*Tesla. As a result of the 4T field then, within the ~ 110cm useful radius of the tracking volume, a track of pt ~ 100GeV will have a ~ 1.9mm Sagitta, and a track of pt ~ 1TeV a Sagitta of ~ 190um.

If we consider a layout with equally spaced layers of strip sensors, and assuming a digital position resolution of approximately pitch/sqrt(12), then a resolution of pt/pt ~ 0.1 * Pt (Pt in TeV) would for example require 12 layers of sensors with an 80um pitch. Taking into account the improved resolution expected through the measurement of charge sharing on adjacent strips, a pitch of ~ 100um should in fact be sufficient.

Efficient and robust high Pt lepton track reconstruction with a relatively small number of layers requires a low cell occupancy, to ensure that the probability of any given hit being disrupted by an overlaying track is sufficiently small. With this is mind, a target cell occupancy of order 1~2% was set, throughout the Tracker volume.

In order to establish effective isolation criteria, on the one hand, and to allow effective jet reconstruction and b-tagging on the other hand, efficient and clean inclusive track reconstruction, over a broad momentum range ranging down to at least ~ 2Gev is required, with a target efficiency of 90% or better. The high granularity and low cell occupancy target set above is also well suited to this task.

Figure 2 shows the strong radial dependence of the charged track density inside the CMS Tracker volume, at the nominal 1034cm-2s-1 luminosity. In the absence of a magnetic field, the charged track density simply falls off as 1/r2. It can be seen that the charged particle rate is dominated by tracks with Pt < 1 GeV. The presence of the strong magnetic field curls up low momentum tracks and, as a result it can be seen that the charged track density is increased below about 60cm, and correspondingly decreased above 60cm, with respect to the 0 field situation. This further accentuates the radial dependence of the charged track density.

The net result is a charged track density for each 25ns bunch crossing ranging over three orders of magnitude, from about 10-3/mm2 at a 20cm radius, to about 10-4/mm2 at a 60cm radius, and down to about 10-5/mm2 at a 100cm radius. In practice, the interaction of particles with the material in the Tracker contributes an additional source of occupancy, which increases with radius and dampens substantially the radial dependence of the resulting hit density. With this is mind, cell sizes in the range of about 20~100mm2 are well matched to the 1~2% occupancy target.



Figure 2. The primary charged particle density per cm2 at  = 0, for 20 minimum bias events superimposed (in units of %), from the CMS Tracker TDR [1]

Since the charged particle flux is dominated by very low Pt tracks, which cross the sensors at a shallow angle, the transverse cell size is effectively given by the active sensor thickness, rather than by the pitch. With a thickness ranging from 300um to 500um for the silicon sensors below and above 60cm radius respectively, strip lengths of 10~20cm will provide cell sizes in the desired range.

In addition to the precise measurements in the transverse plane necessary to determine the Pt of charged tracks, coarser measurements in the non-bending plane are also required. For these, a precision of order 1mm is sufficient to ensure efficient matching with the inner pixel layers, and for extrapolating tracks to the Electro-magnetic calorimeter with a precision well within a single crystal. A stereo arrangement with a 100mr angle was chosen to provide these measurements.

The layout of the CMS Tracker is shown schematically in Figure 3.




Figure 3. A schematic illustration of the layout of the CMS Silicon Tracker [3].


Given the large angular region covered by the CMS Tracker, which extends up to ~ 2.5, it was natural to use a barrel arrangement in the central region, complemented by discs in the forward regions. 

The central barrels were subdivided in a Tracker Inner Barrel (TIB) covering the region from 20cm to 60cm in radius, and a Tracker Outer Barrel (TOB) covering the region above 60cm radius, which allowed for separately optimizing the sensor and module geometries in these two radial regions.

In the TIB sensor of approximately 6cm width and with a strip length of approximately 11cm were used, whereas in the TOB sensors of approximately 9cm width were paired and electrically daisy-chained within a module to provide an effective strip length of about 18cm.

The radial interval between barrel layers was kept approximately constant at about 10cm throughout the Tracker, so that there are 4 layers in the TIB and 6 layers in the TOB. The inner two layers of each TIB and TOB incorporate stereo modules, with sensors placed at a 100mr stereo angle, to provide the required non-bending plane measurements.

A natural transition point between barrel and disc geometries is at around 45o. In order to simplify the mechanics, and the arrangement of services in the transition region, it was decided to impose a constant length for each the 4 TIB layers and 6 TOB layers. The transition between barrel and end-cap geometries is necessarily disruptive to the Tracker measurements and, in order to provide a wide window of clean acceptance the lengths of each the TIB and TOB was set such that their coverage reaches approximately 45o at their respective outer radii, and extends well beyond that at the inner radii.

As a result, the TIB is substantially shorter than the TOB. This required the addition of Tracker Inner Discs (TID) to extend the coverage longitudinally, and provide a common transition to the Tracker End Cap (TEC) discs.

There are 9 TEC discs on each side of the CMS Tracker, with 7 rings of modules arranged in an annular fashion spanning the region from about 20cm to 110cm in radius. The sensors are wedge-shaped, with radial strips projecting towards the beam-line in the r-phi plane. The TEC discs also include Stereo modules at approximately the same radii as in the TIB and TOB.

Unlike in the barrel region, the radius of the last measurement point varies as tracks span the TEC discs in .  The number and longitudinal position of the TEC discs were chosen to ensure a minimal lever arm similar to that of the penultimate TOB layer, of almost 100cm. Similarly to TIB and TOB, there is a transition from single sensor modules with strip lengths around 10cm below about 60cm, to modules with a pair of electrically daisy-chained sensors with an effective strip length of around 20cm above 60cm.

Below are a few photographs of the TIB, TOB and TEC Tracker sub-detectors, taken at various stages of their assembly and integration.








Figure 4. a) Putting the finishing touches on a TIB ½ shell. b) Inspecting a complete TIB assembly.





Figure 5. a) The complete TOB is shown, with its services integrated on the TOB end-flange and the inner surface of the Tracker Support Tube. b) One of the two TIB assemblies is shown, after insertion inside the TOB.









Figure 6. a) Putting the finishing touches on a TEC disc. b) A complete TEC assembly, with all its services and ready for insertion into the Tracker Support Tube.

Although obviously different in many respects, the mechanical structures shared a number of common features. The structures were arranged to ensure a viable level of modularity, by introducing sub-structures onto which sets of modules could be assembled, and which integrated all the services required to fully operate and test the each completed sub-structure independently. In the case of the relatively compact TIB, these sub-structures consisted of ½ shells, each covering half the length of the TIB, and discs were used as the sub-structures for the TID. In the case of the TOB, ladder-like “ROD” sub-structures were used, with the analogous sub-structure for the TEC being pie-shaped “Petals”. These are shown in Figures 6 and 7 respectively.






Figure 7. Top: and assembled double-sided rod, showing the modules with sensors oriented along the r-phi view. Bottom: the opposite side of the same ROD, showing the stereo modules.





Figure 8. The front and back sides of a TEC Petal


After careful testing, the TIB ½ shells were directly assembled together, whereas for the TOB and TEC the RODs and Petals respectively were assembled into frame-like support structures. At the periphery of each the TIB, TOB and TEC manifolds and connectors provided a transition between the cooling and electrical services internal to the sub-detectors, to pipes and cables linking these to a patch panel outside the Tracker volume. This transition was an important one for the rational integration of the sub-detectors but, as will be seen later, it plays a dominant role in determining the material budget of the Tracker.




Design Choices for the Silicon Strip Sensors and Modules of the CMS Tracker



At the heart of the CMS Tracker are some 25’000 silicon strip Sensors, arranged in approximately 17’000 Module.

The silicon strip Sensors and Modules for the CMS Tracker were required to satisfy stringent performance requirements, in a harsh radiation environment, and also to be suitable for very large scale and consistently high quality production. In the following, we motivate the key design choices, which ensured that the CMS Tracker silicon strip Sensors and Modules met these requirements.




· Radiation hardness requirements


The high design luminosity of the LHC presents a very challenging radiation environment for the detectors. The charged and neutral hadron flux inside the Tracker volume has been simulated in detail, and the results of this are summarized in Table 1.




Table 1: The expected hadron fluence and radiation dose in different radial layers of the CMS Tracker, in the central region, for an integrated luminosity of 500fb-1, representative of 10 years of nominal LHC operation. The fast hadron fluence is a good approximation to the 1 MeV neutron equivalent fluence, used to calculate radiation damage [3]


Whereas the charged hadron flux falls of sharply with radius, the neutron flux has a much weaker dependence. At a radius of 20cm the charged hadron flux dominates by over an order of magnitude. By about 60cm the overall hadron flux has fallen by about a factor of 4, driven by the fall in the charged hadron flux, which has decreased to a level similar to the neutron flux. The overall hadron flux then decreases by only about a factor of 2 from 60cm to 100cm.

It will be seen, that this radial dependence of the hadron flux provided an opportunity to separately optimize the sensor design in the regions below and above a ~ 60cm radius, and to provide for the use of longer strips in the outer region of the Tracker, where the reduced charged track density allows the channel occupancy targets to be met with larger cell sizes.



· Choice of Substrate Type


The first, and most crucial issue is the charge collection efficiency of the two types of charge carriers, electrons and holes. The operational conditions under which efficient charge collection is achieved have a fundamental impact on the design requirements for the sensors, and indeed of some important aspects of the overall system.

The standard material for sensor fabrication is high resistivity n-type bulk, fabricated with the so-called Float Zone process.

The simplest sensors use heavily doped p++ implanted strips to provide a p-n junction on which an electric field can be applied and charges generated by tracks crossing the sensor, in this case holes, can be efficiently collected. A heavily doped n++ backside implant is used as a charge injection barrier. Such single-sided p-on-n sensors require lithographic processing on the p++ strip implant side only (single-sided process). They are therefore potentially suited to large-scale production and deployment.

In more sophisticated, double-sided sensors, the n++ backside implant is also segmented in order to be able to collect electrons in addition to holes. In this case, lithographic processing is required on both sensor surfaces (double-sided process), and the processing of the back-side is further complicated by the need for additional p structures, which are required to ensure the isolation of the charge collecting n++ electrodes (p-stop and/or p-spray). The additional structures required to isolate the n++ electrodes also increase the capacitive load of these electrodes, and therefore result in higher electronic noise.

Radiation damage substantially affects the sensor characteristics. The three main effects are changes in donor and receptor concentration in the bulk, an increase in leakage current, and increased concentration of trapped charges at the silicon to silicon-dioxide interface, at the surface of the sensors.

It had long been known that the most visible radiation damage effect to the silicon sensors, aside from a linear increase in the leakage current, is to increase the concentration of donor-like sites, which will cause an initially n-type bulk to rapidly undergo “type-inversion” to become an effectively p-type bulk. As a result of this, the p-n junction of the sensor could be expected to move from the p++ strip implants to the n++ backside implant. This raised serious doubt as to the feasibility of efficient hole collection with the p++ strips, and was an early argument in favor of electron collection with n++ electrodes. An additional argument in favor of electron collection is their higher mobility, which raised the prospect for a lower trapping rate.

These considerations, coupled with the extremely high fluences at radii of 10cm and below, drove the choice of so called n-on-n sensors for the inner Pixel layers. These sensors, in which the n++ electrodes on an (initially) n-type bulk are used to collect electrons, have indeed demonstrated the ability to efficiently collect charge at these very high fluences. However, this comes at the price that a costly double-sided process is required to produce what is effectively a single-sided sensor. While this is viable on the scale of the inner Pixel layers, which have about 1m2 of silicon, it would have been a very costly solution for surfaces one or two orders of magnitude larger.

An interesting alternative might have been to use n++ strips on a p type bulk. While this would not have removed the need for p-stops and the associated complications, it would have allowed the collection of electrons with single-sided sensors. At the time, however, adequate p type wafers were unavailable and this was not a viable option.

In this context, a crucial set of measurements in 1995~1996 clearly showed that efficient hole collection on the p++ strips is indeed possible at radii above 20cm, provided the sensors can be operated at a sufficiently high bias voltage, of up to 400V Ref. [5]. This is to be compared with most previous systems, for which the bias voltage was not required to exceed 100V, and was typically substantially lower than that.

While on the one hand this demonstrated the potential viability of the simpler p-on-n sensors to instrument the Strip Tracker, on the other hand it also set unprecedented requirements on the quality and robustness of the sensors, to ensure reliable operation at such high bias voltages and notwithstanding the effects of radiation damage.

As a result, an intensive program of R&D was then focused on optimizing both the design and detailed choices of materials for radiation hard p-on-n sensors, in view of a very large-scale fabrication and deployment of these sensors, and robust and reliable operation at very high bias voltage.



· Coupling to Read-Out electronics and its implications on the Sensor Technology


An early design choice was to arrange for AC coupling of the sensors to the Read-Out chip. This choice avoided the need for the Read-Out chips to maintain the strips at ground voltage supply, and to sink the relatively large leakage currents required to do so. The option of producing separate ad-hoc coupling capacitors and biasing structures for each strip was briefly considered, and discarded. Instead, these were integrated directly onto the sensors.

This was a widely debated choice at the time. On the one hand, it removed what many felt was a potential source of possible difficulties and electronic performance degradation of the front-end read out system, on the other it made substantial demands on the sensor technology. In the end, it was felt that the technology for integrating the coupling capacitors and bias structures onto the sensors was sufficiently mature, and that this was the best choice for the overall robustness of the system.

In order to ensure efficient charge collection from the read-out electrodes, the coupling capacitors must be substantially larger than the strip capacitance. Coupling capacitors directly integrated onto the sensors can cover the full length of the strips. This is a major advantage over coupling capacitors produced on an ad-hoc structure, external to the sensor, as these are subject to severe space constraints. The coupling capacitors are realized with thin oxide layers separating the strip implants from the read-out metal electrode. Since these oxide layers can be thin, coupling capacitances more than an order of magnitude larger that the implant strip capacitance can be produced in this way. The major challenge associated to this technique is that a single pinhole through the dielectric layers forming the coupling capacitors will disable the read-out strip and, depending on the details of the read-out chip design, may also adversely affect the performance of neighboring channels.

Almost all strip sensor designs feature a bias ring surrounding the sensor active surface, and which is maintained at ground potential. The bias ring is itself surrounded by one or more guard rings, which are usually kept floating, and which isolate the active area of the sensor from leakage current around the sensor periphery. The strips themselves are biased to ground through a high impedance connection to the bias ring. Two types of structures were studied to provide this high impedance bias to the strips.

The most economical biasing structure can be implemented simply by designing the gap region between the ends of the strip implants and the bias ring such that a “punch-through” mechanism will effectively provide a high impedance connection between them. An electrode placed on top of the oxide layer above the gap region may also be used, to control the punch-through behavior of the device. This technique is attractive because, while it involves some design optimization, it requires no additional processing steps to produce.

Such structures had been used successfully before, for example in the Silicon Strip vertex detectors of some of the LEP experiments.

For heavily irradiated sensors, the bias structures must compensate for a high level of leakage current, and may in addition be affected by radiation damage. To distinguish between these two effects, the characteristics of punch through structures of heavily irradiated sensors were compared with those of non-irradiated sensors in which comparable levels of leakage current were induced. It was found that the punch through characteristics of both sets of sensors exhibited the same leakage current dependence, with no evidence of radiation damage directly affecting this behavior.

However, earlier results from the CDF experiment had shown that punch-through biased strip sensors showed anomalously high increase in shot noise with radiation Ref. [7]. In light of this, measurements of shot noise as function of leakage current were performed on this set of punch through biased sensors. The results confirmed the anomalous shot noise leakage current dependence, but found that this was the same for the irradiated and non-irradiated sensors. The anomalous shot noise therefore could be ascribed to an intrinsic property of current flow through the punch-through structures, rather than the direct consequence of radiation damage to the punch-structure.

Nonetheless, this behavior ruled out the simple punch-trough structure as a viable biasing technique for the LHC.

This drove the choice for biasing with integrated poly-silicon resistors, connecting the strip implants to the bias ring implant. The bias resistance was chosen to be 1M, sufficiently higher than the expected input impedance of the Read-Out chip to ensure efficient charge collection.



· Optimization of Sensor Design and Parameters


Having defined the sensor technology, attention then turned to determining the dependence of the critical sensor characteristics on the design parameters and substrate type. Systematic studies were carried out, using test wafers with multiple geometries designed so that the dependence of sensor characteristics on each of the parameters under scrutiny could be clearly demonstrated, over a range of strip pitch from 60um to 280um. In addition to geometric design parameters, different substrates types were also studied, to examine the influence of the choice of crystal lattice orientation relative to the sensor plane, of the substrate resistivity and of the substrate thickness on the sensor characteristics and performance.

In the following, we motivate the detailed choices for the geometry of the strips, the crystal lattice orientation of the silicon wafers, as well as the resistivity and thickness of the wafers. Finally, we motivate our choice for moving from what was the de facto standard of 4” diameter wafers at the time, to a production on 6” wafers.

An important sensor characteristic is the capacitance that the read-out strips present to the input of the read-out chip, as this pays crucial a role in determining the electronic noise. The dependence of electronic noise with input capacitance for the CMS Tracker readout chip (APV25) is shown in Figure 9.




Figure 9. The electronic noise of the CMS Tracker APV25 readout chip, as function of the input capacitive load. The APV25 is designed for operation in de-convolution mode, to ensure clean discrimination of signals from each LHC bunch crossing, which are separated by 25ns [2].


The measurements on the multi-geometry test sensors produced some unexpected results, which are summarized in Figures 10 and 11 [8].

The first result, shown in Figure 10, was that the total strip capacitance depends only on the ratio of the strip implant width to the strip pitch (w/p), and is independent of strip pitch and sensor thickness, at least as long as the sensor thickness is larger than the strip pitch. The total strip capacitance is composed of the strip capacitance to the backplane and to the neighboring strips (inter-strip). The observed behavior, which contradicted the prevailing expectation that larger strip pitches would translate to larger strip capacitance, is due to a subtle interplay of the strip backplane and inter-strip capacitance, whose dependence on strip pitch and substrate thickness exactly offset each other, as shown in Figure 11. A similar behavior can be seen as the thickness of the sensor is varied, for a fixed value of the w/p ratio.

This implied that, provided a uniform value for the w/p ratio was maintained, all the sensor geometries under consideration could be expected to have similar capacitive noise behavior, with a simple linear dependence on the strip length. That this is indeed the case can be seen in Figure 12, where the noise performance of the different Silicon Strip module types of the CMS Tracker is shown, as function of the strip length.

The second result concerned the observed differences in the strip capacitance of sensors produced on substrates with the sensor plane cutting diagonally through the crystal lattice <111>, compared to identical sensors produced on substrates with crystal orientation orthogonal to the sensor plane <100>.

For mainly historical reasons, most strip sensors to date had been fabricated on <111> substrates, and this was therefore the default choice also for the LHC Trackers. However, for sensors fabricated on the <111> substrate, there was considerable evidence that the overall strip capacitance, and inter-strip capacitance in particular, was substantially increased by irradiation, due to the effect of radiation induced trapped charges at the interface of the bulk silicon and the surface silicon-dioxide layer.





Figure 10. Total capacitance (Ctot) of sensors with strip ranging from 60um to 240um, as a function of the w/p ratio, manufactured on substrates with <100> crystal lattice orientation. The symbols show the measurements after irradiation equivalent to a nominal 10 years of LHC operation, whereas the yellow band shows the range of values measured on sensors prior to irradiation[8].




Figure 11. Backplane capacitance (Cbck), interstrip capacitance (Cint) and the sum of the two (Ctot) measured in sensors with pitch (p) ranging from 60um to 240um, and of thickness (d) in the range from 320um to 410um, but with the same value of the width over pitch ratio (w/p) [8].





Figure 12. The measured noise performance for the different geometries of the CMS Silicon Strip Tracker modules. The strip pitch ranges from 80mm to 240mm, and the sensor thickness is 320mm for the short strip modules and 500mm for the long strip modules. All geometries, however, have a constant value for the w/p ratio of 0.25. It can be seen that, as a result, the noise does indeed scale with the strip length, and is independent of the strip pitch and sensor thickness, as expected [3].


This result was indeed confirmed. The increased strip capacitance was found to be most significant for bias voltage below the full depletion voltage, but the increase remains significant, even at much higher bias voltage, well above the depletion voltage. In addition, the strip capacitance showed clear signs of hysteresis, which would further complicate the sensor operation.

On the other hand no such radiation induced increase in strip capacitance was found for the sensors produced on the <100> substrates, as can be seen from Figure 10. This effect has been ascribed to the cleaner cleavage of the lattice at the surface of the sensor, compared with the worst-case situation provided by the <111> substrate.

This result, and the fact that all subsequent scrutiny found no adverse effects, motivated a break with the past practice, and the choice of <100> substrates for the silicon strip sensors of the CMS Tracker.

As previously mentioned, an essential condition for efficient charge collection with p-on-n sensors after irradiation is the ability to operate at very high bias voltages, well above the full depletion voltage. This imperative motivated many studies aimed at optimizing guard-ring structures surrounding the sensor active area, as well as the detailed geometry of the read-out strips. Two important results drove the detailed design choices aimed at ensuring optimal high voltage performance.

The first result concerned the use of metal electrodes wider than the strip or guard-ring implants (metal overhang). This arrangement removes the highest fields, at the edges of the strips, from the silicon bulk and into the silicon-dioxide layer at the surface of the sensor. Since the silicon dioxide has a breakdown voltage that is typically at least an order of magnitude higher than that of the silicon bulk, it was surmised that this arrangement would improve the high voltage stability of the sensors. Not only was this expectation confirmed, it was also found that the effect of the metal overhang on the strip capacitance was small enough to be essentially negligible [8]. These results motivated the use of a metal over-hang for the strips and guard rings of the CMS Tracker silicon strip sensors.

Our studies also confirmed the expectation that high voltage stability is best for geometries with a large w/p ratio, whereas strip capacitance and thus electronic noise are minimized for small values of the w/p ratio. A value of 0.25 was chosen for the w/p ratio, which was shown to be safely above the minimum required to ensure stable operation at up to 600V, and yet small enough to result in an acceptable strip capacitive load and electronic noise.

Having settled on these parameters, and optimized the sensors for low capacitive load, to minimize electronic noise, and stable high voltage operation, to maximize charge collection efficiency, the remaining choices concerned the substrate resistivity and thickness.

As discussed above, there is a steep fall of charged track density with radius in the Tracker volume. One consequence of this is that larger cell sizes, and in particular substantially longer strips derived by electrically daisy-chaining two sensors together, may be used in the outer part of the Tracker compared to inner part, while preserving cell occupancies within the target range. On the other hand, longer strips result in a large capacitive load and electronics noise, which must be compensated by a higher collected charge in order to preserve the signal to noise performance (S/N). As can be seen from Figure 12, with a 1.2pF/cm capacitive load the electronic noise grows from ~ 1’100e- for ~ 10cm long strips, to ~ 1’600e- for ~ 20cm long strips.

The obvious way, and indeed the only way, to increase the collected charge in a silicon sensor is to increase the thickness of the sensors substrate. However, for heavily irradiated sensors the sensor thickness will be limited by the corresponding increase in the bias voltage required for efficient operation of thicker sensors, for which the target limit was to 400V. Clearly, this limit depends on the fluence to which the sensors are expected to be exposed, to over the lifetime of the detector.

Whereas the overall hadron fluence decreases by a factor of approximately 4 from the inner radius to approximately the center of the CMS Strip Tracker, from 60cm to the 110cm outer radius of the Tracker, the hadron fluence decreases only by about a factor of 2.

Taken together, these considerations motivated the study of charge collection for sensors of different thickness for the inner and outer regions of the CMS strip Tracker, with 60cm being the approximate dividing line between the these two regions.

As a result of these studies, we finally settled on a substrate thickness of ~ 320um for the inner “Thin” sensors, resulting in a nominal charge of ~ 24’000e-, and 500um for the outer “Thick” sensors, resulting in a nominal charge of ~ 40’000e-. The 500um thickness was also chosen because, in addition to providing sufficient charge it also constitutes a more broadly adopted industrial standard, and it was expected that this would ease the very large-scale production of the Thick sensors.

The resistivity of the substrate plays an important role in the evolution of the bias voltage required for efficient sensor operation with irradiation. This parameter was therefore also separately optimized for the Thin and Thick sensors deployed in the regions above and below ~ 60cm in radius. The voltage required to deplete the sensor is proportional to square of the thickness and inversely proportional to the resistivity. In order to ensure efficient charge collection, over the full thickness of the sensor, these must be operated at a bias voltage above the full depletion voltage.

For the Thin sensors, exposed to the largest fluence, a relatively low value of resistivity was chosen. While this resulted in a high initial bias voltage, it also delayed the onset of type inversion of the substrate from n-type to p-type, and reduced the bias voltage required for efficient charge collection at the end of the operational lifetime of the detector.

This is illustrated in Figure 13. The depletion characteristics of a highly irradiated sensor are far more complex than this. It remains nevertheless true that, in the case of highly irradiated sensors, these must be operated at bias voltages well above full depletion to achieve efficient charge collection, and that the simplified model on which Figure 13 is based provides a useful guideline.




Figure 13: The predicted evolution of the depletion voltage with time for barrel layer 1, at a 22cm radius, for two different initial values of resistivity. The worst-case scenario of fluence 1.5 times higher than nominal is also shown [1]


For the Thick sensors instead, the expected fluence is expected to be too low to induce type inversion of the substrate, and a low initial resistivity would result in a very high initial bias voltage.


· Moving from 4” diameter to 6” silicon sensor production lines


Finally, the usual standard for fabrication of silicon strip sensors was based on 4” diameter wafers, which provides a useful sensor surface of up to about 40cm2. While this was well matched to the relatively small sensors sizes best suited to vertex detectors at small radii, it presented several difficulties for the CMS Strip Tracker. In terms of sheer numbers, the over 200m2 of active silicon strip sensor envisaged for the CMS Tracker would have required the production, testing and subsequent manipulation and integration into modules of some 50’000 sensors.

By the late 1990’s, a trend towards setting up 6” wafer silicon sensor production lines was beginning to take shape. The use of larger area wafers would make possible a corresponding reduction in the number of wafers required to produce the sensors for the CMS Tracker, thereby considerably reducing the production volume, and associated projected costs. In addition, at least one well-established producer of silicon sensors had demonstrated the ability to maintain a high yield for the larger sensors that could be fabricated on the 6” wafers. This allowed the production of large area sensors, in the range 80 ~ 90cm2, better matched to the geometric constraints of our layout and the need to cover very large surfaces, without a substantial cost penalty, and would correspondingly reduce the number of sensors to be manipulated and assembled into modules.

By 1999, in view of the above, we chose to base the production of the silicon sensors for the CMS Tracker to 6” wafers. Even so, the CMS Tracker required the production of about 19’000 Thick sensors 6’500 Thin sensors, and their subsequent assembly in approximately 17’000 modules, a truly enormous task by any measure.



· Design Considerations for the CMS silicon strip Modules


The function of the modules is to integrate all the required elements, including sensors, front-end read out hybrids, and pitch-adapters, onto a support frame, to create a low mass, self-contained unit, which can be accurately positioned on the supporting mechanical structures and efficiently cooled.

The modules vary in detail, reflecting the different geometries required by the layouts of the TIB/TID, TOB and TEC sub-detectors. In particular, the TIB/TID modules, and the modules for the inner rings of the TEC modules all have a single Thin sensor, whereas the TOB modules, and those for the outer TEC rings all house a pair of electrically daisy-chained Thick sensors. In addition, whereas the TIB and TOB sensors are all rectangular, the TID and TEC sensors are wedge shaped.

All module types, however, share a number of basic design features, which were driven by the underlying functional requirements and the need for a design suitable for large scale, automated and high quality assembly. A schematic view of a TEC module, and its various components, is shown in Figure 14. All modules in the CMS Tracker share the basic features illustrated in this Figure.




Figure 14. Left: an exploded view of a module housing two sensors. Right: an assemble TEC Ring 6 module, mounted on a temporary carrier plate.


Beyond integrating the various components on a rigid support, the most important requirement for the module was to ensure the correct functionality of the silicon sensors. This required taking the necessary precautions to allow operation with a bias voltage as high as 600V, avoiding undue mechanical stress on the sensor and, most crucially, ensuring the thermal stability of the sensor.

The first two requirements were a matter for detailed design optimization and choice of materials and adhesives used for the module and its assembly (but remember, the Devil is in the details…).

The third requirement drove much of the design not only of the module itself, but also of the design and integration of the cooling circuits into the support mechanics, and of their coupling to the modules.

The issue of the thermal stability of a heavily irradiated silicon sensor is illustrated in Figure 15.


 

Figure 15. The silicon sensor temperatures for a representative prototype module design, for two different cooling fluid temperatures. The curves show the temperature dependence of power dissipation of the silicon sensor, with a 500V bias voltage, reflecting the underlying temperature dependence of the silicon sensor leakage current. The straight lines show the power that the cooling system removes for a given temperature of the silicon. Measurements were taken at several points on the silicon sensor: the line corresponding to the worst-case position is shown. The situation shown in a), with a cooling fluid temperature of 0 0C is unstable: the sensor temperature will continue increasing unchecked (thermal runaway). The situation shown c), with a cooling fluid temperature of -20 0C is stable, even assuming twice the nominal power dissipation for the silicon sensor [1].

The bulk leakage current of a silicon detector has an approximately exponential dependence on temperature, varying by a factor of two for every approximately 7C0 change in temperature. Not only does irradiation increase the bulk leakage current by orders of magnitude, it also gives rise to the need for high bias voltage operation to ensure efficient charge collection. As a result, at the end of the 10 years of LHC operation the silicon sensors will themselves dissipate substantial power and be subject to self-heating. If the resulting self-heating exceeds the capacity for cooling the sensor, a thermal runaway process will ensue and the sensor will rapidly be disabled.

For a well-optimized design, cooling capacity can only be improved with the addition of material, which in turn degrades the performance of the detector. On the other hand, operating the sensors at a lower temperature reduces the current drawn and the resulting power dissipation, thereby easing the problem. The curves of Figure 15 show how, by lowering the temperature of the cooling fluid, stable operating conditions can be achieved for a given cooling configuration. As a result of this and other, similar studies, the target operating temperature for the silicon sensors was set at -10C0, with the guideline that this should be achieved for a cooling fluid temperature of around -25C0.






· Automated Assembly of the Silicon Strip Modules for the CMS Tracker


The assembly of the module components onto their frame is a challenging task. It requires the accurate dispensing of adhesives, and the manipulation and high precision placement of fragile and costly components, such as the sensors, front-end read-out hybrids and pitch adapters. Typical tolerances are in the range of 10m or better, and excellent reproducibility is essential.

Until the advent of the CMS Tracker project, module assembly had typically been the task of highly skilled technicians, performing a set of demanding manual operations, with the help of specially designed jigs and precise coordinate measurement machines.

The CMS Strip Tracker, however, required the assembly of some 17’000 modules, and this clearly necessitated a new approach to be developed. The electronics industry had for some time already made extensive use of automated glue dispensing machines, and of automated pick-and place machines for the manipulation and placement of components onto a substrate, for large volume assembly of electronic modules. It was natural to take this as a model for the large volume assembly of the CMS Silicon Strip Tracker modules, and make the transition from a handcrafted to an automated process.

The first obvious step in doing so was a survey of available automated glue-dispensing and pick-and-place machines. This, however, led to the conclusion that none of these was adequately suited to the assembly of our modules. The main problem was the requirement to safely handle the very large area sensors, as well as the relatively bulky hybrids, and to place these with sufficient accuracy. As a result, in 1996 the development of a robotic device  (“Gantry”) specifically suited to the automated assembly of the CMS Tracker modules was undertaken [9].

This was based around a commercially available precision X-Y machine, with a large two-dimensional span. An innovative pneumatic head was developed, capable of picking up and operating a set tools ranging from syringes for glue dispensing and pick-and-place tools for manipulating and placing the different module components. A video camera with pattern recognition capability provided the ability to automatically spot targets on the different components, and ensure their accurate placement with respect to a set of nominal fiducial marks on the assembly table.

This development took place in parallel with the module design and, as mentioned before, the suitability of the module for automated assembly using the Gantry was a driving factor in many detailed aspects of its design.

Figure 16 shows two photographs of a module assembly Gantry in action. Several such Gantries, all based on the same core hardware and software, but adapted to the production of specific module types were distributed among the collaborating Institutes, and were successfully used to assemble the approximately 17’000 Silicon Strip modules of the CMS Tracker.

Assembly of the module was, of course, not the only challenge associated to the module production. The reliable bonding of the more than 25 millions wire-bonds required was also a massive challenge, which was only made possible by highly skilled dedicated teams using state-of-the-art wire bonding machines in several collaborating Institutes.




Figure 16. Two views of the CMS Tracker module assembly Gantry at work. This custom automated assembly system uses a camera interfaced to a pattern recognition program to survey the various components, and a pneumatic head capable of picking up and operating a set tools including syringes for glue dispensing, and pick-and-place tools for manipulating and placing the different module components.



The Performance Potential of the CMS all silicon Tracker




The inner Pixel system of the CMS Tracker plays a crucial role in all aspects of tracking. Indeed, not only it does it provide the required impact parameter resolution for the tagging of b-jets, it also provides the initial seeds for track reconstruction, which are then propagated from the inside of the Tracker out.

Initiating track reconstruction in the most congested region of the Tracker was not immediately intuitive, and ran against previous practice. However, in addition to providing high resolution 3-dimensional coordinates, the small pixel cell size also results in extremely low cell occupancies of about 10-4, some two orders of magnitude lower than elsewhere in the Tracker. The proximity to the beam line also allows the use of the transverse beam spot as a very powerful constraint in reducing the combinatorial complexity for the crucial track-seeding step. These factors make tracking from the inside out by far the most computationally efficient approach. In addition, tracking from the inside out is very advantageous for reconstruction particles, such as pions or electrons, which interact with the material of the Tracker as they traverse it.
 
Muons are reconstructed with an efficiency of better than 99%, over the full acceptance of the CMS Silicon Tracker. The simulated track parameter resolutions obtained for single muon tracks are shown in Figure 17.

The middle and right-hand side plots showing the impact parameter resolution reflect the performance of the inner Pixel layers. From the middle plot it can be seen that a transverse impact parameter resolution of about 20m is achieved for 10GeV tracks, over the full range of the acceptance. The right-hand side shows that excellent resolution is also achieved in the longitudinal impact parameter.

The left-hand plot shows the Pt resolution of the Tracker. It can be seen the Pt resolution in the central region of  up to ~ 1 is approximately 1.5%, at which point it takes at step up to about 2% until , beyond which it rapidly degrades due to the loss in lever arm in the forward region, eventually reaching ~ 7% at 

This is an excellent result, which comes very close to achieving the indicative Pt resolution requirement originally set out in the CMS Letter of Intent [4]. To the extent that it falls somewhat short of reaching the target resolution of 1% at 100GeV, this is substantially due to the effect of multiple scattering in the material inside the tracking volume. The effect of multiple scattering on the resolution in Pt is momentum independent, and can be directly estimated by examining the simulated Pt resolution for 1GeV and 10GeV muons. The multiple scattering is seen to contribute 0.7% to the Pt resolution at  1% at  ~ 1 and almost 1.5% from  ~ 1.3 and beyond.




Figure 17. Reconstructed track parameter resolutions for single muons of Pt = 1, 10 and 100GeV: Pt (left), transverse impact parameter (middle), and longitudinal impact parameter (right) [3]



Figure 18 shows the simulated Pt resolution for the stand-alone Tracker and Muon chambers, and for the combined measurement, for a range of muon Pt extending up to 1TeV. It can be seen, that the target of 10% resolution for a Pt of 1TeV is met, and that the Tracker plays a key role in the precision determination of muon Pt in the CMS experiment over this entire Pt range, as expected.





Figure 18. Muon momentum resolution as function of momentum a) Barrel,  = 0.5 and b) Endcap, ,  = 1.5 [10]


The material budget of the CMS Tracker is shown in Figure 19. It can be seen that the material budget is between 30% to 40% of a radiation length at  close to 0, but that it then raises steeply beyond that to peak at over 1.6 radiation length at  ~ 1.4. From the plot on the right, it can be seen that this peak is primarily driven by a very sharp increase in the material budget due to cables and cooling, starting at  ~ 1, which marks the beginning of the acceptance boundary between the TIB and TOB, and the TID and TEC. 




Figure 19. Material budet in units of radiation length, as function of  for the different Tracker sub-detectors (left) and broken down into the functional contributions (right) [4]


In this region, manifolds and connectors provide a transition between the low mass cooling and electrical services internal to the sub-detectors, to rugged pipes and cables linking these to a remote patch panel. The effect of this on the material budget can be directly visualized in Figure 20.







Figure 20: The density of material for the present CMS Strip Tracker, in units of radiation length. The main features which can be qualitatively seen from this figure are: the relatively low density of material within Pixel Barrel, TIB and TOB; the substantially higher density of material due to pipes and manifolds, and cables and connectors as tracks cross the Pixel Barrel, TIB and TOB bulkhead regions, where they dominate the Tracker material budget; the relatively high density of material on the outer envelope of the Tracker, dominated by pipes, cables, and the Tracker carbon fiber Support Tube and Thermal screen [Internal Note].


For smaller objects, such as previous generations of silicon vertex detectors, this transition from “micro” services to “macro” services could usually be displaced outside the detector acceptance. For the CMS Strip Tracker, due to the scale involved, this transition is internal to the Tracking volume and dominates the material budget in the Strip Tracker. It is the essentially the effect of multiple scattering through this transition region which can be seen in the  dependence of simulated muon Pt resolution of Figure 17, and which affects the pion reconstruction efficiency, as discussed below.

The track reconstruction efficiency for inclusive charged pions is well in line with the original requirements: it is better than 90% for  less than ~ 1, and remains above 85% all the way to  of 2.5. It is interesting to note that, except inside the central core of very high-energy collimated jets, the inclusive track reconstruction efficiency is not limited by the granularity of the Tracker, and overlaps. Rather, it is largely driven by the hadronic interaction with the material inside the Tracker volume and, in particular, with the services in the transition region between the barrel and end-cap sub-detectors.

Initial estimates of the inclusive charged pion tracking efficiency were in fact substantially worse than this, in particular in the regions worse affected by the material inside the Tracker volume. Maintaining high efficiency through these regions was largely made possible by the relatively recent development of an “iterative” approach to tracking. This has also allowed usefully extending reconstruction to tracks well below 1GeV, which was previously not considered realistically possible.

This is but one example of the development of new ideas and algorithms to exploit the intrinsic performance potential provided by the excellent hit resolution and low cell occupancy of the CMS Tracker, in ways that were initially not foreseen.

Another powerful example of this is the extensive use of detailed Tracker information already at the early stages of the CMS High Level Trigger (HLT), well beyond what was originally thought possible [11]. This is essentially based on the observation that, in particular with a well targeted seeding strategy, the quality of the pixel and silicon strips in the CMS Tracker is such that pattern recognition and unambiguous track identification are achieved with as few as 2 or 3 pixel hits, which are used as track seeds, matched with a further 2 or 3 silicon strip hits.

With the implementation of the concepts of limiting track reconstruction to geometric regions around candidate objects (“Region of Interest Tracking”), and of stopping the reconstruction of any given track as soon as a given hypothesis can be either verified or excluded (“Conditional Tracking”), tracking for the HLT becomes at once very fast, and powerful.



Summary and Conclusions, Lessons learned



By deciding to build an all Silicon Strip Tracker, the CMS collaboration set itself up to deploy this highly sophisticated micro-technology at an unprecedented scale, in order to realize by far the largest device of its kind to date. This was made possible by pursuing and then capitalizing on a number of timely key developments in this area of technology. These include the access to 0.25m CMOS micro-electronics technology and the development of low power optical links suitable for analogue data transmission, both of which are discussed elsewhere in this book, as well as the availability of high volume 6” production line suitable for sensor production, and the development of automated techniques for large volume module assembly.

By early 2007, the integration of CMS Tracker had been completed, at the Integration Facility constructed at CERN for this purpose. A campaign of system tests was performed, with approximately 20% of the Tracker being operated with the final electronics, read-out, power, control and safety systems.

By the end of 2007, the CMS Silicon Strip Tracker had been installed in the CMS experiment and in the first few months of 2008, the Tracker was connected to all of the services and commissioned first in ‘stand alone’ mode and then with the rest of CMS.  In summer 2008, in preparation for the foreseen first run of the LHC, large cosmic ray track data sets were collected with the Tracker. By September 2008, the Tracker Systems (Silicon Strips and Pixels) had been fully commissioned, with more than 98% of all channels operational, and were ready for sustained data taking with beams. Following the LHC incident in the fall of 2008, some eight million cosmic ray tracks were collected by CMS, and the Tracker performance fully met the original specifications.  The Tracker was functional for over 98% of the time during the ~ 6 week period over which these data were collected.

By the fall of 2008, the Tracker Measurements of signal to noise, efficiency, Lorentz angle and alignment were all at the limit of what could be achieved with cosmic ray tracks and in particular, the alignment at the module level was better than 30μm.

This exceptional performance is the result of many years of dedicated work by the whole CMS Tracker Collaboration, which includes some 500 physicists and engineers, from about 50 Institutes across some 10 countries, with the support of their Funding Agencies.

The CMS Tracker project was a very distributed one, with collaborating Institutes taking on responsibilities for crucial deliverables, ranging from the development and production of single components or entire systems, participating in the massive task of module production, and finally integrating and delivering fully qualified sub-detectors, ready for installation first into the Tracker Support Tube and then CMS. The development of the Tracker Software Systems, track finding and reconstruction, alignment, calibration and analysis tools, was a similarly distributed effort. The complex logistics of such a distributed project required effective coordination and constant, careful, attention to detail and quality control.

Looking back at the project, the importance of sound system design and good engineering practice, as well as of a systematic approach to quality assurance, cannot be over-stated. In addition, the excellent relationship with, and commitment of key industrial partners has also essential to the success of the project.

This has been a project driven by an early strong initial vision, of a high precision, highly granular Tracker for the LHC, and marked by the will to seize on those concepts that were deemed to provide the best means for building on that vision.

We now look forward towards making best use of this remarkable scientific instrument, and exploring its full performance potential, to study the physics of the LHC.
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